Text S1: Supplementary Methods

Sequence Data and Preprocessing
We obtained a global, comprehensive dataset of publicly available full-length bacterial 16S sequences as
described previously (Schmidt et al., 2014). In short, SSU sequences were downloaded from NCBI GenBank1
(Benson et al., 2013) and from the genomes available in the NCBI Reference Sequence Database2 (RefSeq,
Pruitt et al., 2011) and pre-filtered for annotations as ‘ribosomal RNA’ or ‘rRNA’ and for a minimum length of
1,000bp. Sequences were aligned to a bacterial 16S consensus model (provided in the package ssu-align,
Nawrocki, 2009) using the secondary structure-aware Infernal aligner (Nawrocki et al., 2009). Sequences which
provided negative Infernal alignment scores, or aligned with higher confidence to an archaeal 16S or eukaryal
18S model, were removed from the dataset. To obtain an alignment of uniform length, comprising the same
amount of information per sequence, all sequences were pruned at manually chosen conserved flanking
positions (alignment position 107 to 1,408, yielding a total length of 1,301 alignment columns).
We used UCHIME3 (Edgar et al., 2011) to filter for chimeric sequences. UCHIME was run in in uchime_ref
mode on the full, unaligned sequence dataset, checking against two different reference databases: (i) the GOLD
database4, containing 10,362 sequences; and (ii) a custom made database, containing 33,817 sequences,
generated as follows. The aligned, unfiltered sequence set was clustered to 99% sequence identity using the
single linkage algorithm implemented in hpc-clust (Matias Rodrigues and von Mering, 2014). From the resulting
clusters, only those containing sequences from at least three distinct sampling events5 were considered –
assuming that chimeric sequences are highly unlikely to occur in three independent samples – and cluster
representative sequences were picked at random, preferring sequences from the curated RefSeq database
where available. The resulting database6 is larger than the GOLD database and arguably more tailored towards
the used sequence set. In consequence, UCHIME flagged 19.7% of sequences as chimeric when using the
custom database, compared to 2.8% for the GOLD database (see also Figure S7).
After these pre-processing steps, the dataset used in this study comprised 887,870 bacterial 16S rRNA gene
sequences of which 673,128 or 75.8% were unique; this dataset is referred to as ‘global’ set in the main text, it is
available for download from our group webpage7 .
From this set, two ‘local’ subsets were extracted for further analysis: (i) the well-characterized human skin
microbiome dataset (HSM, Grice et al., 2009), comprising 90,620 sequences after filtering steps; and (ii) an
artificially generated dataset of broad ecological range (BER), comprising 53,999 sequences from 18 distinct
studies focusing on distinct environments (see Table S1 for further details). Moreover, three global datasets of
simulated ‘short reads’ were generated by extracting subregions V2-V3, V3-V5 and V6 from the full alignments
(details in main text, and in particular in Figure 6).
1

http://www.ncbi.nlm.nih.gov/genbank/, accessed in April 2012

2

http://www.ncbi.nlm.nih.gov/RefSeq/, accessed in March 2012

USEARCH version 5.0.144. Note that the full, non-chimera-checked dataset was used as input for UPARSE runs (Edgar 2013), as this
tool implements a different chimera filtering approach (on-the-fly filtering during the clustering step; see below).
3

http://www.genomesonline.org, version microbiomeutil-r20110519, as recommended on the UCHIME website, http://drive5.com/
uchime/uchime_download.html
4

defined as unique combination of author team, submission title and isolation source in the GenBank annotations, as described previously
in Schmidt et al., 2014
5

6

available online, for reference: http://meringlab.org/suppdata/2014-otu_robustness/
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http://meringlab.org/suppdata/2014-otu_robustness/
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Sequence Clustering into Operational Taxonomic Units
Sequences were clustered into OTUs using six different methods: average linkage (AL), complete linkage (CL)
and single linkage (SL) hierarchical clustering, as well as heuristic CD-HIT, UCLUST and UPARSE clustering. For
each method, OTUs were clustered to sequence similarity thresholds of 90-100%, in steps of 0.2%. For the full
global set of 887,870 bacterial 16S sequences, clustering to the full threshold range was not possible for some
methods due to prohibitive memory requirements of the algorithms: (i) hierarchical AL clustering was only
performed to ≥92% sequence similarity; (ii) UCLUST and UPARSE clustering was only performed to <99%
sequence similarity, as higher similarity thresholds required ≥4 gigabytes of RAM, which is the limit for the freely
available 32bit versions of these tools; (iii) clustering was (reproducibly) unsuccessful for UPARSE at additional
individual data points, depending on the dataset (e.g., the full global set was not clustered to 96.0% and 98.2%
similarity).
We were not able to cluster the full global 16S datasets, or subsets thereof (≥100,000 sequences) using
ESPRIT (Sun et al., 2009), ESPRIT-Tree (Cai and Sun, 2011) and mothur (Schloss et al., 2009), even when
providing excessive computational resources (running on a multicore machine with 48 CPUs and 1 terabyte of
RAM). This is likely due to the computationally expensive calculation of a pairwise sequence distance matrix.
However, it has been shown that hierarchical clustering as implemented in hpc-clust (used in this study) and
mothur provides virtually identical partitions of the data (Matias Rodrigues and von Mering, 2014). Moreover,
ESPRIT and ESPRIT-Tree are (slightly heuristic) implementations of the CL and AL algorithms, albeit using a
pairwise alignment strategy, rather than multiple sequence alignments. Thus, we are confident that our findings
on hierarchical clustering algorithms may be portable to ESPRIT, ESPRIT-Tree and mothur, although we have not
explicitly tested this.
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In the following, command line options for running the different clustering software tools (as pseudo-code) are
given.

HPC-Clust
Hierarchical AL, CL and SL clustering to the full threshold range were implemented in single runs on a 256
CPU computer cluster using openmpi8.
#Run hpc-clust
> hpc-clust-mpi -al true -cl true -sl true -t 0.8 --dfunc gap -ofile $
{clustering_merge_file} ${alignment_file}
#Parameters:
#“-t”! !

=>!

minimum similarity threshold

#”--dfunc”!

=>!

sequence distance calculator. “gap” stands for the “onegap”

#!

!

calculator which counts gaps of any length as single mismatch

=>!

output file (records merges of clusters along thresholds)

!

#”-ofile”!
#

#Demarcate OTUs from merge files
> make-otus.sh ${alignment_file} ${clustering_merge_file} ${threshold}
#”threshold” specifies the similarity threshold to which OTUs are being demarcated.

CD-HIT
Our protocol for CD-HIT clustering was modeled to be consistent with the CD-HIT-OTU pipeline introduced
by Li et al (2012). However, to control for potential variability in sequence preprocessing, we used the same set
of preprocessed, UCHIME-filtered sequences as input for CD-HIT as for the hierarchical methods and
UCLUST. Moreover, we used word lengths (k-mer sizes) of 11; shorter word lengths were tested, but these did
not provide significantly different partitions, while clustering took longer to compute. We used CD-HIT in
version 4.5.4, build 2012-08-25. All runs were performed on a multicore computer (48 CPUs, 1 terabyte of
RAM).
#Run CD-HIT
> cd-hit-est -i ${unaligned_sequences_file} -o ${output_file} -c ${threshold} -T $
{no_of_cpus} -M 100000 -n 11 -d 150
#Parameters
#”-T”! !

=> !

number of cores when running in parallel

#”-M”! !

=>!

memory threshold (in megabytes)

#”-n”! !

=>!

word length

#”-d”! !

=>!

length of description in output file

8 ‘message

passing library’, http://www.open-mpi.org
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UCLUST
We performed UCLUST9 (Edgar, 2010) clustering on the UCHIME-filtered sets of sequences (see above), but
using unaligned sequences as input.
#Run UCLUST
> usearch -cluster_fast ${unaligned_sequences_file} -id ${threshold}

UPARSE
As UPARSE implements on-the-fly filtering for chimeric sequences, we performed UPARSE10 (Edgar, 2013) runs
on full, non-chimera-filtered sets of unaligned sequences which were subsequently mapped to the UCHIMEfiltered sets used for the other methods. Moreover, Edgar (2013) suggests to remove singleton OTUs
(containing only one sequence) as ‘spurious’ by default; however, since our dataset consisted of near full-length,
high-quality reads, and since other methods do not implement cluster size-filtering, we did not remove singleton
clusters from UPARSE partitions. As for CD-HIT and UCLUST, UPARSE runs were performed on a multicore
computer (48 CPUs, 1 terabyte of RAM).
#Dereplicate dataset
> usearch -derep_fulllength ${unaligned_sequences_file} -output ${unaligned_dereplicated}
-sizeout
#Sort by size, but do not discard singletons
> usearch -sortbysize ${unaligned_dereplicated} -output ${unaligned_sorted} -minsize 1
#Run UPARSE
> usearch -cluster_otus ${unaligned_sorted} -otuid ${threshold} -otus ${representatives}
#Run UCHIME on cluster representatives
> usearch -uchime_ref ${representatives} -db ${reference_database} -strand plus nonchimeras ${representatives_nonchimeric}
#Map reads back to (nonchimeric) representatives
> usearch -usearch_global ${unaligned_sequences_file} -db ${representatives_nonchimeric}
-id ${threshold} -strand plus -uc ${output_file}

9

version 6.0.307

10

version 7.0.1001_i86linux32
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Indices of Community Diversity
Local community diversity (‘α-diversity’)
For the 21 samples of the HSM dataset, we estimated local community diversity based on three widely used
indices. The Chao1 richness estimator (Chao, 1984) was calculated as follows:

SChao1 = Sobs +

n1 (n1 − 1)
2(n2 + 1)

where Sobs is the observed richness (number of OTUs) and n1 and n2 are the number of singleton (only one
sequence) and doubleton (two sequences) OTUs, respectively. In other words, the Chao1 index corrects for the
number of unseen OTUs based on the number of rare OTUs.
The Shannon index (Shannon, 1948) was calculated as follows:

H = −∑
i

ni ⎛ ni ⎞
ln ⎜ ⎟
n ⎝ n⎠

where n is the total number of sequences and ni is the size of class i. In other words, the Shannon index is
formulated as an entropy, describing the uncertainty when determining the OTU membership of a given
sequence in the sample.
Finally, the inverse Simpson index (Simpson, 1949) was calculated as follows:

ISI = ∑
i

ni (ni − 1)
n(n − 1)

Thus defined, the inverse Simpson index is the probability that two sequences randomly drawn from a sample
belong to the same OTU.

Community similarity (‘β-diversity’)
We calculated pairwise community similarity between the 21 HSM samples according to three widely used
indices. We calculated the abundance-based Jaccard index, with a correction for raw / unseen taxa as suggested
by Chao et al (2004):

J abd (A, B) =

U estVest
U est + Vest − U estVest

where Uest and Vest are the (unseen taxa-corrected) estimates of total relative abundances of shared species in
groups A (Uest) and B (Vest), defined as:
SA,B

U est = ∑
i

ai nB − 1 f+1 A,B ai
+
∑ I(bi = 1)
nA
nB 2 f+2 i nA
S

b n − 1 f1+ A,B bi
Vest = ∑ i + A
∑ I(ai = 1)
nA 2 f2+ i nB
i nB
SA,B

S

where SA,B is the number of shared OTUs between groups A and B, ai is the size of OTU i in A, bi the size of
OTU i in B, nA and nB are the total number of sequences in A and B. I(expression) is an indicator function,
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defined as I = 1 if ‘expression’ is true and I = 0 otherwise. Finally, f+1 and f+2 are the number of shared OTUs
that are singletons and doubletons in partition A, while f1+ and f2+ are the number of shared OTUs that are
singletons and doubletons in partition B. Thus, the number of ‘unseen shared taxa’ is estimated based on the
number of ‘observed shared taxa’ between the partitions. In the above formulation, the abundance-corrected
Jaccard index is defined as community similarity, so that J = 1 describes perfectly identical communities, while J
= 0 if no taxa are shared. Note that the abundance-corrected Jaccard index is implemented as “jabund” in the
mothur suite11.
We calculated the Sørensen-Dice-Czekanowski coefficient (Dice, 1945) in the raw abundance-based version as
defined by Chao et al (2004):
SA,B

S

ai A,B bi
∑n
2UV
n
SDC =
= SA,B i A SiA,B B
U +V
a
b
∑ ni + ∑ ni
i
i
A
B
2∑

where U and V are the sums of relative abundances of individuals in shared taxa in groups A and B. In the above
formulation, the SDC is defined as an index of community similarity; it is closely related to the widely used BrayCurtis dissimilarity index (Bray and Curtis, 1957).
The abundance-based Morisita-Horn overlap index (Horn, 1966) was calculated as follows:
S

MH =

2∑ ai bi
i

⎛ S ai2 S bi2 ⎞ 2 2
⎜⎝ ∑ n 2 + ∑ n 2 ⎟⎠ nA nB
i
i
A
B

where S is the total number of unique OTUs between groups, nA and nB are the total number of sequences in
groups A and B, and ai and bi are the absolute frequencies of taxon i in A and B. Values for MH range between
0 (no overlap between communities) and 1 (all taxa are present in both groups in equal abundances).

11

http://www.mothur.org/wiki/Jabund
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Assessing Partition Similarity
Similarity in cluster composition was calculated using the pair counting-based Adjusted Rand Index (ARI) and the
information theoretic-based Normalized Mutual Information (NMI) and Adjusted Mutual Information (AMI).

Adjusted Rand Index (ARI)
As indicated already by name, pair counting-based indices quantify the similarity between two partitions by
counting individual pairs of sequences as either concordant or discordant. A pair of sequences is concordant
across partitions if it either clusters together in both partitions (‘agree to agree’) or does not cluster together in
either partition (‘agree to disagree’). In contrast, discordant sequence pairs cluster together in one partition, but
into different OTUs in the other.

concordant

concordant

discordant

Concordant and discordant pairs of sequences.
The Rand Index (Rand, 1971) of partition similarity weighs counts of concordant and discordant pairs of
sequences as follows:

⎛ n ⎞
RI = N concordant / ⎜
⎝ 2 ⎟⎠
where n is the total number of sequences and Nconcordant is the number of concordant pairs. In other words, the
Rand Index is the ratio of concordant pairs per total pairs. Based on the observation that the Rand Index does
not take a constant expected value between random partitions, Hubert and Arabie (1985) proposed an
adjusted form which corrects for chance based on a hypergeometric randomness model. The Adjusted Rand
Index (ARI) is calculated as follows:

⎛ ni, j ⎞ ⎡ ⎛ ai ⎞ ⎛
⎟ − ⎢∑ ⎜
⎟ ∑⎜
2 ⎠ ⎢⎣ i ⎝ 2 ⎠ j ⎝
i, j ⎝
Index − Expected _ Index
ARI =
=
Max _ Index − Expected _ Index 1 ⎡ ⎛ a ⎞
⎛ b ⎞⎤ ⎡ ⎛ a
⎢∑ ⎜ i ⎟ + ∑ ⎜ j ⎟ ⎥ − ⎢∑ ⎜ i
2⎢ i ⎝ 2 ⎠ j ⎝ 2 ⎠⎥ ⎢ i ⎝ 2
⎣
⎦ ⎣

∑⎜

bj ⎞ ⎤ ⎛ n ⎞
⎟⎥/⎜
⎟
2 ⎠ ⎥⎦ ⎝ 2 ⎠
⎞ ⎛ bj ⎞ ⎤ ⎛ n ⎞
⎟⎥/⎜
⎟ ∑⎜
⎟
⎠ j ⎝ 2 ⎠ ⎥⎦ ⎝ 2 ⎠

where ai is the size of OTU i in partition A, bj is the size of OTU j in partition B and ni,j is the number of
sequences clustering into OTU i in partition A and OTU j in partition B (i.e., the i,j-th entry in the contingency
table between partitions). ARI values range between -1 (complete discordancy – sequences grouping together
in A never group together in B) to 1 (perfectly identical partitions); ARI = 0 indicates random similarity as
expected based on cluster size distributions.
Arguably, one inherent drawback of pair counting-based measures is the dominance of large clusters. Since the
number of pairwise comparisons scales quadratically with sequence count, large clusters will contribute
disproportionally more to the similarity / dissimilarity signal than smaller clusters. In an extreme case, merging
two large clusters XA and YA in partition A into one cluster ZB in partition B will provide a large number of
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discordant sequence pairs, although both partitions remain highly similar from a set point of view.
Nevertheless, pair counting-based indices are also appealingly intuitive: they provide an immediate notion of
relative partition concordance at the level of pairs of sequences.

Information theoretic-based indices (NMI, AMI)
More recently, information theoretic-based indices have received increasing attention in the clustering
literature, not least due to their strong theoretical background (Vinh et al., 2009). Consider a partition A of i
clusters of sizes ai. The entropy of partition A quantifies the uncertainty when determining a given sequence’s
cluster membership in A; it is calculated as follows:

H (A) = − ∑
i

ai
⎛a ⎞
log ⎜ i ⎟
⎝ n⎠
n

H(A) = 0 indicates the ‘singleton partition’, i.e. a partition with only one cluster in which there is no uncertainty
about cluster membership. The information overlap between two partitions A and B can be expressed based
on these partitions’ entropies, as the Mutual Information (MI):

⎛ n n⎞
I(A, B) = ∑ ∑ ni, j log ⎜ i, j ⎟
⎝ ai b j ⎠
i
j
In other words, I(A,B) quantifies the mutual dependence between partitions A and B and “measures how much
knowing one of these [partitions] reduces our uncertainty about the other” (Vinh et al., 2009). As I(A,B) is
upper bounded by the entropies H(A) and H(B), several mathematically related or even equivalent
normalizations have been proposed, such as the Variation of Information (VI) by Meilǎ (2005) or different
versions of the Normalized Mutual Information (NMI). As defined by Fred and Jain (2003), the NMI is calculated
as follows:

⎛ n n⎞
−2∑ ∑ ni, j log ⎜ ij ⎟
⎝ ai b j ⎠
−2I(A, B)
i
j
NMI =
=
H (A) +H (B)
a
⎛b ⎞
∑ ai ⋅ log ⎛⎜⎝ ni ⎞⎟⎠ + ∑ b j log ⎜⎝ nj ⎟⎠
i
j
NMI values range between 0 (no shared information between partitions) to 1 (perfectly identical partitions). In
the context of OTU demarcation, both NMI and VI have previously been used to test the agreement of OTU
sets with differently defined taxonomic ground truth partitions (White et al., 2010; Cai and Sun, 2011; Sun et
al., 2011; Bonder et al., 2012; Wang et al., 2013). Noting that variations in cluster counts cause systematically
shifting NMI baseline values, Vinh et al. (2009) proposed the Adjusted Mutual Information (AMI) measure which
uses a hypergeometric permutation model to correct for these effects:

AMI =

I(A, B) − E{I(M ) | a,b}
H (A)H (B) − E{I(M ) | a,b}

where E{I(M)|a,b} is the expected average Mutual Information for all theoretically possible contingency tables
with marginals a and b; in other words, E{I(M)|a,b} is the expected Mutual Information for the observed
distributions of cluster sizes in partitions A and B. It is defined as
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E{I(M ) | a,b} = ∑ ∑ ∑ n

min(ai ,b j )

i

j

i , j =(ai +b j −N )

+

⎛ n n⎞
ni, j
ai !b j !(n − ai )!(n − b j )!
log ⎜ i, j ⎟
n
⎝ ai b j ⎠ n!ni, j !(ai − ni, j )!(b j − ni, j )!(n − ai − b j + ni, j )!

Vinh et al could show in simulation studies that AMI values do not suffer from a systematically shifting baseline
with shifting cluster counts. Similarly to ARI, values for AMI range between [-1, 1]; AMI = 1 describes perfectly
identical partitions, AMI = 0 indicates ‘random’ shared information as expected by chance for two partitions of
the given cluster size distributions. We used both NMI and AMI to assess partition similarity across clustering
methods, and for varying clustering parameters.
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